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Plan

In the few hundreds of pages that follow, we have tried to explain what High Quality
Text-To-Speech Synthesis (HQ-TTS) is about, what the problems involved were, and
how we went through them, in the actual state of the engineering art.

We do not use the word solution, on purpose : TTS synthesis, as we shall see, is a very
intricate problem; no complete solution emerges. Each and every synthesizer is a
subtle, and more or less successful, combination of Digital Signal (DSP) and Natural
Language Processing (NLP). The particular DSP algorithms and NLP formalisms that
each one exploits lead to typical synthetic speech features, addressing its segmental
and supra-segmental quality. In a word : its naturalness. Both areas will be respectively
investigated in the second and third parts of this work, in which we have exposed the
peculiar answers we have brought to the problems involved.

We had the feeling that quite a long introduction was necessary, given our personal
experience of the frequent misunderstandings that occur when Speech Synthesis is
under the limelight : since very few people associate a good knowledge of Signal
Processing with a comprehensive insight into Language Processing, synthesis mostly
remains unclear. The introductory part (Part I) includes the first three chapters and is
the basic material for further discussion. Chapter one comprises, after a brief
description of a general TTS system and its commercial applications, a broad
functional approach of the human reading mechanism, that progressively introduces
the underlying complexity of our automation task. Chapters two and three respectively
address the Natural Language Processing and Digital Signal Processing modules, in the
form of a general block-diagram description of their implication in TTS synthesis,
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shown to result from a series of choices that originate in technological and human
constraints. Their capability to produce High Quality (HQ) speech is extensively
debated.

Part II instanciates the functional blocks previously introduced in Chapter three, to
some candidate algorithms for HQ synthesis. A unified approach has been respected,
that reinforces differences and should help the reader in his non-trivial task. Chapter 4
reviews the very classical LPC synthesizer, often taken as the base quality for TTS
systems using segments concatenation. The Linear Prediction framework is simply
summarized through its geometrical interpretation, and its efficiency in a TTS system
is discussed. It is concluded by an introduction to the first HQ candidate : the Glottal
Inverse Filtering algorithm. Its equations are geometrically interpreted and related to
the LPC ones, and computation methods are derived. Chapter five focuses on the
highly accurate but computationally intensive hybrid Harmonic/Stochastic models,
under the banner of the well-known MBE one. Efficient segments concatenation,
prosody matching and synthesis algorithms are derived. Finally, the ability of hybrid
models to produce natural sounding speech is investigated. Chapter six switches to the
currently most widely used technique : TD-PSOLA. After a comprehensive approach
of its pros and cons, an original algorithm is developed. The result is an improved TD-
PSOLA synthesis scheme, called MBR-TDPSOLA (Multi-Band Re-synthesis), which
combines the computational efficiency of the original algorithm with the flexibility of
the MBE model. The respective pro's and con's of the autoregressive, hybrid
Harmonic/Stochastic, TD-PSOLA, and MBR-PSOLA models in TTS synthesis are
finally extensively discussed in chapter seven. Qualitative and quantitative results are
presented as a conclusion, on the basis of a real implementation of all models in a TTS
system.

Natural Language Processing problems are addressed in Part III, in the form of the
LInguistic Processing for Speech Synthesis (LIPSS) system developed in the TCTS
labs of the Faculté Polytechnique de Mons. After an overall introduction to the
philosophy of LIPSS, in which it is compared to other recently developed text-to-
speech conversion systems, the currently available LIPSS modules, namely the Text
Analysis and Grapheme-To-Phoneme conversion ones, are examined in Chapter eight
and nine, respectively. Each time, the problem is set and currently available solutions
are reviewed. The related LIPSS strategy is then exposed, followed by a survey of  its
implementation details.

Text is concluded by a necessary summing up of the main ideas exposed in the nine
previous chapters, in which the original contribution of the author is underlined.
Research perspectives are finally derived.

This dissertation has been added a number of helpful appendices, some of which can
be seen as a collection of basic linguistic facts and terminology to which the reader
might not be used, while others propose a series of implementation specific details
which could reasonably not be included in the main text.



PART I

Introduction.



Chapter 1.

Towards High Quality Text-To-
Speech systems.

The subject of this PhD dissertation is the realisation of a high quality Text-To-Speech
(TTS) synthesizer for the French language. Such a system should be able to read any
text, whether it was directly introduced in the computer by an operator or scanned and
submitted to an Optical Character Recognition (OCR) system. Reading should be
performed in an intelligible and natural way. It is therefore necessary to give it a
pleasant intonation.

Each and every synthesizer is the result of a particular and original imitation of the
human reading capability, submitted to technological and imaginative constraints that
are characteristic of its creation time. The concept of high quality TTS synthesis
appeared in the mid eighties, as a result of important developments in speech synthesis
and natural language processing techniques, mostly due to the emergence of new
technologies (Digital Signal and Logical Inference Processors). It is now a must for the
speech products family expansion.

1.1. What is a TTS system ?
Let us try to be clear. There is a fundamental difference between the system we are
about to discuss here and any other talking machine (as a cassette-player for example)
in the sense that we are interested in the automatic production of new sentences.

18     High Quality Text-To-Speech Synthesis of the French Language

This definition still needs some refinements. Systems that simply concatenate isolated
words or parts of sentences, denoted as Voice Response Systems, are only applicable
when a limited vocabulary is required (one hundred words in general), and when the
sentences to be pronounced respect a very restricted structure, as is the case for the
announcement of arrivals in train stations for instance. In the context of TTS synthesis,
it is impossible (and luckily useless) to record and store all the words of the focused
language. It is thus more suitable to define Text-To-Speech as the automatic
production of speech, through a grapheme-to-phoneme transcription of the sentences
to utter.

For, after all, is not the human being potentially able to correctly pronounce an
unknown sentence, even from his childhood ? We all have, mainly unconsciously1, a
deep knowledge of the reading rules of our mother tongue. They were transmitted to
us, in a simplified form, at primary school, and we improved them year after year.
However, it would be a bold claim indeed to say that it is only a short step before the
computer is likely to equal the human being in that respect. Despite the present state of
our knowledge and techniques and the progress recently accomplished in the fields of
Signal Processing and Artificial Intelligence, we would have to express some
reservations. For, as will be seen, the reading process draws from the furthest depths,
often unthought of, of the human intelligence.

Let us bow to the facts : there is still a long way to HAL, the brilliant talking computer
of '2001, a space odyssey'.

1.2. Automatic Reading : what for ?
Speech is by far the oldest means of communication between people. Thanks to the
telephone, it is also the most currently used. No wonder people have often tried to
build machines to handle it in an automatic way 2.

It was not, however, until the early thirties that scientists began to introduce electrical
models of the phonation mechanism and systems capable of extracting their
parameters, in order to perform automatic speech synthesis and recognition. The first
electrical synthesizer, H. Dudley 's Voder, was born in the Bell labs in 1939. Within
fifty years, synthesis techniques and technologies have considerably changed. VLSI
                                           

1All of us are eminent linguists (the difference between us and them being self-consciousness). A quick
examination of the many operations that are carried on when we read will suffice to verify it in section 1.3.

2Even though the history of speech synthesis is an intersesting subject per se, we do not mean to recall here the
many steps involved in it : we could hardly do it better than [Calliope 89], [Lingaard 85] and [Flanagan 72], to
which we invite the interested reader to refer. Not to mention [Klatt 86], which presents the TTS family in the
form of amazing genealogical trees.
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circuits, combined with recent developments in Digital Signal Processing, now allow
the production, on a single Application Specific Integrated Circuit, of a complete Text-
To-Speech synthesizer.

Most of the commercially developed systems, however, suffer from a lack of  synthetic
voice quality that has hampered their broad diffusion. As [Pierrel 87] denotes, "la
commercialisation rapide de ce type de produits n'a pas manqué de provoquer, le
premier moment de curiosité passé, des réactions fort surprenantes , allant de
l'enthousiasme (vite suivi d'une déception due aux limites des systèmes actuels) jusqu'à
la peur ou à l'hostilité franche, en passant par tous les stades intermédiaires - entre
autres une espèce de condescendance bienveillante pour des recherches qui, aux yeux
de beaucoup, ne peuvent qu'être vouées à l'échec". Clearly, the appeal of speech
synthesis products among the general public considerably decreased by the late
eighties.

Hopefully, there seems to be a revival now, as a result of recent progress in the area of
signal processing, mostly due to the availability of powerful DSP at low cost. We do
hope that our work will contribute in some way to this energization.

Potential applications of High Quality TTS Systems are numerous. Here are some
examples :

• From general purpose to specialized information retrieval systems :

It is nowadays possible to access text files over the telephone. Knowing that about
70 % of the telephone calls actually require very little interactivity, this might well be
worthwhile. Text files may range from  simple messages, such as local cultural events
not to miss (cinemas, theatres,... ), to  huge databases the user can query with his own
voice (with the help of a speech recognizer), or through the telephone keyboard (in
DTMF systems). One could even imagine that our (artificially) intelligent machines
could speed up the query when needed, by providing lists of keywords, or even
summaries.

• Language education :

High Quality TTS synthesis can be coupled with a Computer Aided Learning system,
and provide a helpful tool to learn a new language. To our knowledge, this has never
been done, given the very poor quality available on commercial systems.

•  Aid to handicapped persons :

Voice handicaps originate in mental or motor disorders. With the help of an especially
designed keyboard and a fast sentence assembling program, synthetic speech can be
produced in a few seconds to remedy these impediments. Astro-physician Stephen
Hawking gives his lectures in this way.
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Blind people also largely benefit from TTS systems, when coupled with Optical
Recognition Systems (OCR), which give them access to written information.

• Talking books and toys :

The toy market has already been touched by speech synthesis. Many speaking toys
have appeared, under the impulse of  the innovative 'Magic Spell' from Texas
Instruments. The poor quality available inevitably restrains the educational ambition of
such products. High Quality synthesis at affordable prices might well change this.

• Vocal Monitoring :

In some cases, oral information is more efficient than written messages. The appeal is
stronger, while the attention may still focus on other possibly written sources of
information. Hence the idea of incorporating speech synthesizers in measurement or
control systems.

• Multimedia, Man-Machine Communication, ... :

In the long run, the development of High Quality TTS systems is a necessary step (as
is the enhancement of speech recognizers) towards more complete means of
communication between men and computers. Multi-Media is a first but promising
move in this direction.

• Fundamental research on speech :

TTS synthesizers possess a very peculiar feature which makes them wonderful
laboratory tools for linguists : they are completely under control, so that repeated
experiences provide identical results (as is hardly the case with human beings).
Consequently, they allow to investigate the efficiency of intonative and rhythmic
models. A particular type of TTS systems, which are based on a description of the
vocal tract through its resonant frequencies (its formants) and denoted as formant
synthesizers (see section 3.1), has also been extensively used by phoneticians to study
speech in terms of acoustical rules. In this manner, for instance, articulatory constraints
have been enlightened and formally described.

1.3. How do we read ?
The reading process may be examined under various aspects, depending on the extent
to which one is interested in the rules that govern the processing of information in our
brain.

Physiologically speaking, we have a deep knowledge of  the way the external organs
that are exploited during the act of oral reading work. One could hardly maintain this
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assertion as far as the neurobiological mechanisms that allow us to read are
concerned : the higher we go in the organization of our reading faculties, the less we
know about them.

The image is clearly seized by the sensory neurons of our eyes, and transmitted in the
form of electrical stimuli to our grey matter, where it is processed to command the
motor neurons responsible for the correct activation of our lungs, vocal folds, and
articulatory muscles (fig I.1). This results in the production of speech, permanently
monitored by the brain, mainly through the organs of hearing, in order to adjust in real
time the configuration of the vocal tract, together with the energy of the uttered signal
and the intonation applied to it.

Figure I.1. A data flow diagram of the oral reading process.

The part played by this feed-back loop during oral reading is hardly negligible (to
which extent would you be able to speak correctly without hearing yourself ?)[Perkell
81]; its effect is mainly felt during the acquisition of speech capabilities (deaf children
learn to speak with some difficulty) or the loss of hearing ones (sooner or later, most
hearing impaired persons end in meeting difficulties to control their intonation and
voice energy). As a result, natural speech is based on a constant compensation
phenomenon, which adapts our articulatory muscles in terms of motor neuron activity,
from stimuli perceived by the ear and sent to the cortex3. This is without any doubt one
of the reasons why it is so complex to study it.

Even though the functioning of isolated neurons has been extensively studied (a
recapitulation of which is given in [Kandel & Schwartz 85]), we have very little
information on their overall organization : we are in the same situation as a scientist
standing in front of a machine with hundreds of billions of well-known elementary
processing units, connected in a very intricate way, and wondering how it effectively

                                           

3In this connection, it is interesting to know that it is the delay inherent in this loop, and variable from one
person to another, coupled with the sensitivity of the associated captor (in this case, the frequential sensitivity
of one's ear) that conditions one's ability to sing in tune !
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works.  As far as reading is concerned, the only means of investigation we have are
overall experiments one can try to interpret into facts about the functional way4

sensory information is treated to allow the command of our articulatory muscles.
These range from purely logical deductions about every day facts, to interpretations of
medical experiments on the brain, through considerations on the hypothetical origin of
some well-known speech disorders. They are briefly examined in the following
paragraphs, as a first introduction to the reading process complexity.

1. A parallel character recognition process. When reading texts, it is common to
ignore, unconsciously, certain typographical errors (one character is missing, or has
been replaced by another one,...), even those that tend to modify the normal
pronunciation of the word they affect. As a matter of fact, we scarcely decrypt words
entirely. The estimation of some of their letters, together with a quick glance at their
length, often suffices to allow a complete recognition : we do infer the whole
information from some part of it.

2. An unconscious phonetization. Generally, the phoneme sequence corresponding to
a word noticeably differs from a simple concatenation of phonemes roughly
corresponding to each character it is composed of. In a way, our brain performs a
grapheme to phoneme transcription. Besides, this allows us to correctly pronounce
several million words, even those never met before.

In which way do we really proceed ? Did we unconsciously store a complete set of
transcription rules, similar to the ones presented in phonetic treatises ? It is rather
unlikely to be so.

As a matter of fact, our reading fluency often decreases when unknown words are
encountered, especially those with a peculiar spelling. Should they appear later on, we
would recognize them at first glance, and maintain our delivery. They were in all
probability stored : with their spelling we associated, when possible, a concept, and in
any case a pronunciation.

The process was probably similar for most of the words we currently use (the ones we
precisely recognize in the twinkling of an eye). Our lexical enlightenment entitles us to
quickly find their phonetic counterpart, in the same way we instantaneously recognize
a familiar face without having to analyze each of its lineaments. This is especially
more likely since, during a dialogue, we scarcely refer to the spelling of the words we
use : concepts are directly put in correspondence with pronunciations 5.

                                           

4As opposed to the physiological one.

5Besides, this superiority of concepts over spelling (as far as pronunciation is concerned) is reinforced in tone
languages, in which intonation is lexically discriminant. It is then much harder, not to say impossible, to
deduce pronunciation from spelling alone.
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This leads us to think that, when reading, we first associate meanings to words, and let
these meanings provide us with the way they are uttered. From being purely phonetic
(a child reads words as connected syllables, without understanding what he reads6),
our lecture became more semantic with years. This actually makes all the difference
between people who need an internal uttering of a text to understand it 7, and those for
whom spelling and meaning are in close connection...

3. A strong syntactic structuration. In most cases, we are able to start pronouncing a
sentence far before its end. We unconsciously decompose each sentence into groups of
words, to which we attach a coherent intonation. Or, to put it more precisely, the
prosody (i.e. melody and rhythm) we apply on sentences is closely related to their
syntactic structure, even if semantic information is sometimes necessary.

We should nevertheless beware of thinking that we possess an integrated syntactic
analyzer ! On the contrary, it is much more likely that we implicitly perform a
semantic analysis of the text we read, from which we can obtain, a posteriori, its
syntactic analysis. We were actually taught to do so : Maurice Grevisse himself, in his
"Bon Usage", which is considered in many schools as a reference in syntactic analysis,
defines the verb as "le mot qui exprime, soit l'action faite ou subie par le sujet, soit
l'existence ou l'état du sujet, soit l'union de l'attribut au sujet" [Grevisse 80]. This
leaded [Ruwet 68] to write that traditional grammars are rather "destinées à venir en
aide à un lecteur intelligent qui, d'une manière ou d'une autre, possède déjà la
grammaire de la langue".

4.   A powerful semantic inference engine. Finally, we easily discriminate
heterophonic homographs (i.e. words that share a common spelling, but themeaning
and pronunciation of which are different8). These are actually much more frequent
than expected : most of the time, we do not even notice them. Obviously, the inference
capabilities of our brain, first quoted above, act here on a semantic level. Given
already read words, the meaning (and thus the pronunciation) of the current one
appears unambiguous.

To cut a long story short :  far beyond the simple grapheme-to-phoneme transcription
of each isolated word, it is all our linguistic competence that is exploited. Besides, the
operation is so complex that, if ever one tries to establish its rules and fix its

                                           

6Following the syllabic or semi-syllabic methods, children learn to read fom basic elements, such as letters and
syllables, to complete words. This was not the case in the golden age of the global method, which considered
words as entities to recognize in one trial. This technique provides faster readers, but it is also believed to
contribute in the degeneration of their spelling ability.

7This phenomenon, called sub-vocalization, limits the reading speed to about 150 words/minute, that is a
normal speaking rate, while skilled readers can read up to 900 words/minute.

8Like est, couvent, président, portions,..., in French.
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parameters, the phenomenon looks non-deterministic : one and the same person would
most often pronounce a given sentence in a variety of ways, depending on its (the
sentence 's) or his (the reader 's)  context, and the effect (emphasis, double
meanings, ...) that is aimed at. So that we are perfectly incapable to utter twice a
sentence exactly the same way...

1.4. How does a machine read ?
From now on, it should be clear that a reading machine would hardly adopt a
processing scheme as the one naturally taken up by humans, whether it was for
language analysis or for speech production itself. Vocal sounds are inherently
governed by the partial differential equations of fluid mechanics, applied in a dynamic
case since our lung pressure, glottis tension, and vocal and nasal tracts configuration
evolve with time. These are controlled by our cortex, which takes advantage of the
power of its parallel structure to extract the essence of the text read : its meaning. Even
though, in the current state of the engineering art, building a Text-To-Speech
synthesizer on such intricate models is almost scientifically conceivable (intensive
research on articulatory synthesis, neural networks, and semantic analysis give
evidence of it), it would result anyway in a machine with a very high degree of
(possibly avoidable) complexity, which is not always compatible with economical
criteria. Since after all, there is simply no reason to do so. Results are more important
than means. No wonder, then, that the inner functionment of TTS systems developed
up to now often deviates from its human counterpart9.

TEXT SPEECH
DIGITAL SIGNALDIGITAL SIGNAL

PROCESSINGPROCESSING

Mathematical models
Algorithms

Computations

NATURAL LANGUAGENATURAL LANGUAGE
 PROCESSING PROCESSING

Linguistic formalisms
Inference engines
Logical inferences

Phonemes

Prosody

TEXT-TO-SPEECH SYNTHESIZERTEXT-TO-SPEECH SYNTHESIZER

Figure I.2. A simple but general functional diagram of a TTS system.

Figure I.2 introduces the functional diagram of a very general TTS synthesizer. As for
human reading, it comprises a Natural Language Processing module (NLP), capable of

                                           

9Applied to speech production, this assertion led to synthesizers expressly denoted as terminal-analog, as
opposed to articulatory ones.
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producing a phonetic transcription of the text read, together with the desired intonation
and rhythm, and a Digital Signal Processing module (DSP), which transforms the
symbolic information it receives into speech. But the formalisms and algorithms
applied often manage, thanks to a judicious use of mathematical and linguistic
knowledge of developers, to short-circuit certain processing steps. This is occasionally
achieved at the expense of some restrictions on the text to pronounce, or results in
some reduction of the "emotional dynamics" of the synthetic voice (at least in
comparison with human performances), but it generally allows to compact dictionaries
and simplify treatments, in order to solve the problem in real time with limited
memory requirements.

From now on, it is interesting to make a distinction between segmental and supra-
segmental features of a TTS system, which are closely related to the two levels
description introduced above. We shall denote as segmental quality the efficiency of
the machine to produce natural sounding speech sounds, assuming the NLP module
actually delivers high-quality (human-like) information. On the other hand, we shall
refer to supra-segmental quality as the richness of the prosodic contours it is capable
to exploit. Naturalness and intelligibility, leading properties in TTS synthesis, clearly
depend on both.

In the sequel, we have tried to refine the description of  both modules, on the basis of
their expected sub-blocks functionalities, derived from an examination of the practical
problems to solve. We have pointed out the aforementioned possible choices or
restrictive hypotheses when they occurred, and the requirements of each sub-block in
terms of input information. Each block description is ended by a discussion of its
contribution to the overall synthetic speech quality.

Architectural overviews, together with references to existing TTS systems, follow the
functional analysis of each module. More detailed architectural descriptions are left for
Part II and III.
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