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Abstract. From an engineering perspective, the agent abstraction can
be suitably exploited for tackling cooperation of heterogeneous systems,
facilitating semantic interoperability of independently developed soft-
ware components. But, in order to support the sound design of infras-
tructures for agent systems, adequate models have to be studied as to
grasp the important aspects of cooperation at the desired level of ab-
straction.

In this paper we focus on the semantics of Agent Communication Lan-
guages (ACL), and study the approach based on the idea of describing
an agent as a grey-box software component, representing its behaviour
by means of transition systems. This framework provides an operational
description of ACLs, considering the single-step evolution and interactive
capability of an agent, which contrasts the classical frameworks based on
intentional descriptions, which rely on the concept of agent mental state.
Some examples are provided to show the flavours of the proposed model
to describe various semantics aspects of communicative acts.

1 Motivation

Modern software systems become both increasingly large and more complex,
moving towards more dynamic user interaction patterns. This has not just af-
fected technical matters, but also the economical landscape of the Information
Technology industry at large, creating a market where time between product
conception and delivery shortens more and more. This pressure to release new
features in shorter time raises very serious software engineering issues [12]. In-
dividual productivity of software developers is quite hard to increase, so most
organizations had to cope with the pressure by resorting to large-scale reuse
politics.

As a result, most modern, feature-rich software systems are actually wrapping
older, much less glamorous systems; while this approach is quite a cost effective
one, it has one major drawback. As time passes and new parts are added, the
conceptual integrity — that is, the property of being understandable through



a coherent and possibly limited set of concepts — fades away and the system
becomes less maintainable.

1.1 Homogenizing heterogeneity: modern middleware and agent
oriented infrastructures

Looking at these premises, it is hardly surprising that all the most successful
software infrastructure technologies of the last ten years explicitly targeted the
integration of heterogeneous, distributed software applications. All the popular
frameworks for software infrastructure, such as CORBA and Web Services, share
the common trait of being a specification for component boundaries and interac-
tion patterns, considering the component internals as an implementation specific
part. All these technologies are meant to ease the integration of heterogeneous
software systems without sacrificing the maintainability of the overall system.
To reach this goal, they all inject conceptual integrity into heterogeneous soft-
ware systems through a model that coherently encompasses the whole system.
A relevant example of this approach is the Model Driven Architecture (MDA)
[14] promoted by the Object Management Group.

An important role in this trend is played by the approach of multi-agent
systems, which sees the whole system as composed by autonomous interacting
agents, and introduces a higher description level using social notions to capture
the behaviour of interactive systems [11]. A major aim of multi-agent systems
is to enable software integration on a deeper level, namely shifting the inte-
gration process from syntactic interoperability to semantic interoperability [3].
This means producing a model and an infrastructure where independently de-
veloped components can interact by making assumptions on each other, that
are perceived by human users as if the components can actually understand one
another.

A relevant issue in the design of complex, distributed software systems con-
cerns the level of detail of a model. Two common approaches to system modeling
are white box modeling and black box modeling. In white box modeling, the sys-
tem is described in term of its inner workings; this approach is troublesome to
use in our case, because there is no single model that can coherently describe all
the parts of an heterogeneous system with all their implementation details. Black
box modeling, instead, only deals with the system at its boundaries, providing
a description based solely on the external system behavior. Unfortunately, this
approach has problems also, because it provides only small information about
the system behaviour, thus poorly supporting the system design.

Therefore, a hybrid grey box modeling approach is adopted: the system is
described within a coherent framework as a collection of interconnected parts,
but abstracting away from details below a certain abstraction level.

In [17], the authors propose to apply a grey box modeling approach to the
specification and design of multi-agent systems, focusing on the description of
agent interactive aspects. This approach is quite sensible, because multi-agent
systems are particularly geared towards highly heterogeneous distributed envi-
ronments.



1.2 Semantics, formalism and software development

In the field of agent systems, the problem of interoperability has in the last year
faced the issue of formal semantics. The FIPA organization produced a com-
prehensive set of specifications for interoperable multi-agent systems, following
a grey-box approach that describes software agents using a BDI framework [6]
without actually requiring them to have an internal BDI architecture. In partic-
ular, semantics of communicative acts is formally described in terms of feasibility
preconditions and rational effects, expressed through a modal language with op-
erators for modeling intentional aspects such as beliefs and intentions [8]. Having
a formal semantics is often considered a strength of FIPA ACL, and it is cited as
making it superior to more traditional approaches like distributed objects and
even to other agent communication languages like KQML [2].

A common supporting statement for a formal semantics focuses on verifica-
tion: if a software infrastructure has a formal semantics, an external authority
can check implementations for compliance. However, among all the successful
software infrastructures very few of them are currently provided with a formal
semantics and check compliance with automated tools. Still, they all achieve soft-
ware integration and interoperability, at least to some extent. Moreover, even
when both formal definitions and automated checkers are available, sometime
programmers do not really seem to care — as the HTML case shows.

However, formal semantics can really be useful during the design phase. While
implementation is highly coherent, being checked by automated tools and defined
precisely enough to be executed, its very low abstraction results in a myriad
of details that quickly overwhelm the capabilities of formal methods. On the
other hand, requirements and specifications can be very abstract, but they are
also seldom coherent. In fact, coming from interaction with customers through
a typically iterative process, requirements and specifications present a twofold
incoherence: they are often logically contradictory (incoherence among different
parts of the specification), and they are quickly evolving (incoherence between
the specification at different time points). Only design strikes the right balance
between abstraction and coherency, so that it can be effectively improved by a
formal framework. During design, the designer does not deal with the real system,
but with a simplified system model that allows reasoning without impairing
creativity with too much detail. Moreover, though the design is supposed to
produce a system satisfying customer requirements, the design model tends to
be somewhat decoupled from the specific customer needs, and is thus more
robust against requirements creeping. As a result, during the design phase formal
semantics can be fruitfully used to check the coherence of the model — commonly
referred to as its soundness — and to verify its properties of interest, enabling
interception of errors in the early stages of the design and better guiding to
correct implementations.

This does not mean that a formal semantics is useful to every software de-
signer; rather, almost all of them can create meaningful or even insightful soft-



ware without knowing any formal framework®. Though a formal semantics is
directly useful only to a small subset of designers, its benefit can still be signifi-
cant, because that small subset is exactly the one trying to cope with the hardest
problems, often producing languages, tools and libraries that can be exploited by
the development community at large. In the particular case of ACL semantics,
which is the one here we are interested into, formal approaches may allow to
precisely define the means by which an agent should send and receive messages,
possibly supporting the design of the agent interface, the agent communicative
acts, and negotiation protocols.

1.3 Overview

Given the background and motivation provided in this section, the remainder of
the paper is organised as follows. Section 2 discusses various aspects concerning
the design of agent-based systems, focusing on the desired features of a formal
framework supporting it. Section 3 introduces the framework of transition sys-
tems on which our approach is based. Based on transition systems, in Section
4 we provide a framework for modeling agents, focusing on the operational de-
scription of their interactive behaviour. In Section 5 we go into details of defining
ACL semantics by our framework, discussing aspects such as feasibility precon-
ditions, rational effects, and conversational-based semantics. Finally, in Section
6 we provide concluding remarks.

2 Enabling sound design of multi-agent systems

The main goal of this paper is trying to support multi-agent systems design with
a formal framework. In order to pursue this goal, two broad classes of issues need
to be addressed. First, the general nature of the design process has to be taken
into account, and then the peculiarities of multi-agent systems can enter the
picture.

Design is invention and creation, it is all about dynamism and tension to-
wards a goal, so, a design rule should both describe a property of the design and
suggest a roadmap to achieve it. This property is referred to as generativity in
Christopher Alexander’s work [1]; this building architect inspired not only his
fellows, but also the software patterns community. From the mid-nineties the
software pattern community treasured Alexander’s ideas and gathered together
a body of patterns of software development, making design experience from the
past readily available to younger designers. However, when the application do-
main or the programming paradigm is new and relatively untested, the designer
cannot count on patterns for generativity (at least, not completely) because there
will not be much past design experience to leverage. Moreover, without a lot of
past history to feed his or her intuition, the designer will more likely appreciate a

3 It should be noted that, as a matter of fact, most designers hardly understand formal
semantics and are not confident with their usages.



precise approach. Then, a formal framework aiming to support design will need
the following features:

1 Being generative, that is combining description and dynamism into a calcu-
lus.

2 Focusing on fundamental issues, that can be solved once by a few skilled
designers and leveraged many times from then on.

In the particular case of multi-agent systems design, the two properties above
are not enough; others need to be added due to the specific intent of multi-agent
systems, that is to obtain semantic interoperability. First of all, in the context
of a specific application a shared ontology should be defined, describing entities
from the domain of discourse so as to support a general understanding of the
content of communicative acts. Then, an ACL semantics is to be defined in order
to give an agreed upon representation of the motivations behind the observed
speech act — e.g. the official semantics of FIPA ACL models agent communication
using a BDI framework. The special emphasis put on semantic interoperability
by the multi-agent systems approach suggests two more desirable properties for
our formalism.

3 Supporting the description of autonomous software components, by allowing
nondeterminism in the system evolution and opaqueness with respect to the
actual internal model of each agent.

4 Being integrated with the basic speech act communication model, where an
agent can affect its environment both by performing direct actions on it and
by uttering communicative acts.

These four properties guide us to the definition of a new framework for the
description of an agent behaviour, which in the end we will use as a tool for
formally defining an ACL semantics.

First of all, we intend to rely on an operational specification of an agent
behaviour — describing its capability of performing interactions and changing its
state — instead of taking the viewpoint of an agent as an entity with a men-
tal state. While this approach generally lowers the abstraction level, it better
supports the need for being generative of property 1. We achieve this result
by relying on the framework of labelled transition systems, as shown in next
sections.

Then, according to property 2 we will adopt a grey-box modeling approach for
agents, focusing on the foundamental issue of the agent interactions, describing
the agent part meant to manage the interactions with the environment while
abstracting away from its internal details. Other papers [17,18] discusses why
this grey-box approach is suitable for tackling agent specific aspects as requested
by properties 3 and 4.

3 The framework of transition systems

The semantic approach we describe in this paper is based on the framework of
(labelled) transition systems [9], which is widely used in the field of concurrency



theory to provide an operational semantics to process algebras [4], so as to specify
the interactive behaviour of systems. A transition system over set X is a triple
(X, —>, Act) where X is the set of states of the system of interest, Act is called
the set of actions, and —C X x Act x X is a relation. Let z,2' € X, and
act € Act, the occurrence of (z,act,z') in — — written x ety 4 — means that
the software component of interest may move from state x to state ' by way of
action act. Once the set of actions is specified, and the structure of set X is set
up the content of a transition relation — can be intensionally given in terms
of a set of rules of the kind:

condition

act '
r—r

In each rule, the upside part condition is a predicate on the free variables of the
downside part: given a set of rules, x acty 2! is true if it holds for at least one
rule and one substitution of the free variables 4.

Actions can be given different interpretations. In the most abstract setting,
actions are meant to provide a high-level description of a system evolution,
abstracting away from details of the inner system state change. In the sequence of

oy [¢] a a An—1 . .
transitions zo — T1 —% Ty —> ... —— x,,, the system evolution characterised
by states zg,1,...T, is associated to the action sequence ag,...,a,_1, which

can be though of as an abstract view of that evolution. In a sense, actions can
be used to describe what an external, virtual entity is allowed to perceive of the
system evolution, generally providing only a partial description.

Transition systems feature interesting properties that make them particularly
appealing as mathematical structures for describing the behaviour of interactive
systems, in which case actions are used to represent the system’s interactions
with the environment. Most importantly, transition systems intrinsically take
into account non-determinism, which is a peculiar aspect of interactive systems,
especially as far as asynchrony is concerned. For instance, in a given transition
relation both the triples (z, a, z'), (z,d’, 2"}, and {z,a’, z'") can occur — meaning
that in state z, the system may either perform action a or a’, and moreover, by
performing a’ it can either move to 2" or z'"’. Non-determinism is generally used
as a powerful abstraction tool, in that the specification of a system actually
provides a number of allowed behaviours. Several remarkable concepts related
to non-determinism are promoted by transition systems, such as the notions of
system observation and refinement of specifications [13], which are here briefly
discussed.

Since actions in a transition system can be interpreted as a view of the
system transition from a state to another, it is then possible to characterise a
whole system evolution in terms of aspects such as the actions permitted at each
step and the actions actually executed. This characterisation is made according

4 When there are no conditions to be specified, i.e. condition = true, the upside part
of the rule is completely avoided, simply writing x ety o



to a given observation semantics, associating to each system’s evolution a given
observation. For instance, according to the so-called trace semantics [9,5], a
system observation is simply made by one of the (possibly infinite) sequences of
actions executed, also called trace history. By non-determinism, generally more
observations are allowed for a system, so that according to the given semantics
the system itself can be characterised by the set of all its possible observations.

The notion of refinement then naturally comes in: a system description is
considered an “implementation” of another — i.e., it is more directly executable
—if it is more deterministic, allowing for strictly fewer observations — which is the
idea endorsed by traditional works such as [13,16]. In this framework, transition
systems can be generally exploited as a tool for either describing system ab-
stract specifications and system implementations. Besides proving conformance
via standard techniques such as algebraic verification [10], this framework allows
us to describe system specifications and to derive system implementations from
them.

4 The operational specification of an ACL semantics

The semantics of agent communication languages such as FIPA ACL is expressed
by defining preconditions and effects of each performative, that is, by describ-
ing the conditions for sending and the effect of receiving communicative acts.
This amounts to describe the behaviour of the agent part in charge of managing
communications with the environment — which we call the agent interface. That
agent part specifies how message reception and sending is related to the agent
internal part, which FIPA ACL specification understands in terms of the notion
of mental state. This technique relies on a grey-box approach, where agent inter-
nal aspects and dynamics are abstracted away, while only the part responsible
for managing communication with the environment is represented.

Our goal here is to generalize this approach, by providing an abstract frame-
work where representing the relationship between agent communications and
changes to the agent internal part, the latter represented in an abstract way in-
stead of relying on mental properties. Since this model concerns the interactive
aspect of software components we naturally rely on the framework of transi-
tion systems, in contrasts to the usual framework based on modal logics for the
description of mental states and their evolution.

In the remainder of the paper we adopt the following syntactical notations.
Given any set X, this is automatically ranged over by variable z,z’, 2", 2o, and
so on — and analogously Y is ranged over by y, Z by z, etcetera. The set of
multisets over X is denoted by X, and is ranged over by variable Z, the set
of sequences over X by X*, ranged over by z*. Union of multisets T and T’ is
denoted by Z|Z', concatenation of sequences z* and z*' by z*; z*', void multiset
and empty sequence by e. Given any set X, symbol L x is used to denote an
exception value in set X defined as X U {Lx}. Variable =, is automatically
defined that ranges over set X .



4.1 A transition systems semantics for grey-boxes

Our intention here is to represent an agent in terms of a software abstraction
interacting with its environment in one of two ways: (i) by a reactive action
the agent receives a communicative act, changes its internal state, and possibly
reactively sends a communicative act; (%) by a proactive action it proactively
changes state and then possibly sends a communicative act.

Following the grey-box approach, then, we mean to explicitly represent only
the part of the agent devoted to managing these interactions with the environ-
ment, which we call the (agent) core, asbtracting away from the part dealing
with agent internal issues, called the (agent) internal machinery. The agent core
is modeled here through an observable status ranging over the set of states O. In
order to model the effects of the internal machinery on the agent core, which is
responsible for the execution of proactive actions, we introduce the set of (inter-
nal) events E. An internal event is to be understood as the result of a (possibly
complex) computation within the internal machinery, which is meant to influ-
ence the agent interactive behaviour. On the other hand, the agent interactions
with the environment may sometime influence the agent internal behaviour, so
we suppose that each time an action is processed — either reactive or proactive
— the agent core performs an update to the internal machinery. This is repre-
sented by a set of updates ranging over set U, (supposed to be disjoint from E),
where update Ly means that no change is currently significant for the internal
machinery.

So, the behaviour of the agent core can be easily understood in terms of
a transition system O = (O,— @, Acto), where actions in Acto are divided
into reactive actions Acty, and proactive actions Acty,, defined by Acty, ::=
ic>uy > ocy and Actl) ::=eou, ¢ oc, . Transitions in O are then of the kind:

wc>uy >ocy r eou | 0oc ’

0 —————=3p 0 0 ————=p 0

The former represents the reactive action where observable state o moves to o'
by receiving act ic, performing update u , and then sending act oc; — the case
where the latter is Lo, means that no output act will be sent. Analogously,
the latter represents the proactive action where o moves to o’ by intercepting
internal event e, performing update u,, and sending act oc; (again possibly
void). So, given an ACL whose input communicative acts range in Ic and output
communicative acts range in Oc (which are typically the same set), its formal
semantics can be simply given by transition system O, describing in an abstract
way the behaviour of the agent interface.

Indeed, by non-determinism, it is possible to characterise the behaviour of
an agent complying to this semantics by simply assuming the most abstract
characterisation for the internal machinery, that is, supposing that at any time
any internal event can be raised and any update is accepted. This leads us to
the transition system S = (O, —s, Acts), with Acts = Ic; x Oc; and —g



defined by rules:

icD>ug >ocy ) eou ) oocL 1]
—>

00 O————@p 0
(ic,0cL) , {Lre,;0c1) ,
—— s 0 O———>s 0

.. ic1,0C
where transition o M)s o' means that the agent move from core state o to

o' by receiving input ic, (or proactively, if this is 1.) and by sending oc, (or
nothing, if this is | o.). The case where ic; =1, or not distinguishes proactive
actions from reactive actions, respectively.

On the other hand, an actual implementation of this specification — that
is, the implementation of a compliant agent — can be defined by adding the
description of the actual agent internal machinery. The internal machinery part
can be specified as a component raising internal events and consuming updates,
that is, as a transition system Z = (I,—7, E U U.). A transition i 57 i
represents the internal machinery raising event e and correspondingly moving
from state 4 to ¢', whereas transition 4 u—l)z i’ represents the internal machinery

moving from i to i’ due to update u, (here we suppose that 4 N always
holds). So, by coupling the specification of the core O — representing the ACL
semantics — to the specification of the internal machinery 7 — representing the
agent peculiar aspects — one obtains the specification of a realisation R of the
agent. In particular this is a transition system R = (O x I,—g, Actg), with
same actions as S, defined by rules:

wc>uy >ocy eou | 00c

. u . . € . . UL .
0 L7 0 i i i=o7i 0o ———p o i —1id"

(O,i) (ic,0c) ® (Ol,il) <O, ’L) (Lre,0c1) . <O’,i")

Taking as a reference observation criterion e.g. trace semantics [5], the system
described by transition system R has a more refined behaviour than S, that is,
the agent described by R can be considered an actual “implementation” of the
specification provided by S. The following theorem proves the intended preorder
relation between systems R and S according to trace semantics.

Theorem 1. For any og € O and ig € I, tracesr ({0g,i0)) C tracess(op), i.e.:

. aj . .
{(ag;as;...;an) € Acty : {0,1;) —r (0j41,%j+1),0 < j<n} C
aj .
{(ao;a1;...;an) € Actly : 0j =55 0j41,0 < j <n}

Proof sketch. Suffice it to prove that for any o € O, i € I, and a € Actg:
(0,i) B (0,i') = 0Bs 0

which is true by definition of - and —gs.

4.2 Intentional vs. operational specification

We refer to the specification of an ACL semantics in terms of transition system
S as an operational specification. This name comes from the typical usage of



transition systems as operational semantics for process algebras, and generally
amounts to specifications describing the single-step execution and interaction
capabilities of systems. In the context of ACLs, our specification describes the
allowed communicative acts sent and received by a compliant agent, and their
relations with the agent core O and with internal events and updates E,U — the
two latter describing the mutual effects of interactions and internal behaviour.

In contrast to this approach, existing ACL semantics such as FIPA ACL
adopt what we may call an intentional specification. In fact, they endorse the
notion of intentional stance [7], describing the agent behaviour in terms of as-
criptions to the system of beliefs, desires, and intentions, that is, in terms of the
notion of mental state.

These two approaches are not completely different, e.g. they both rely on a
grey-box modeling approach, even though they tackle complementary aspects.
On the one hand, the operational specification abstracts away from the “mean-
ing” of the represented agent status, whereas the intentional specification un-
derstands it in terms of mental properties. On the other hand, the operational
specification sticks to the interactive aspects of the agent behaviour, thus de-
scribes the whole set of allowed interactive behaviours for the agent — enjoying
the features of non-determinism. No hypothesis can be made on which actual
behaviour will be chosen, whereas intentional specifications provide a means for
trying to explain and predict agent choices, namely, by hypothesising that the
agent mental state evolves in a rational way.

5 Communicative acts semantics

In this section we describe with some further detail how our approach can be
exploited for describing the semantics of communicative acts.

5.1 Unspecified semantics

As first introductory example, we consider the trivial case where no actual speci-
fication is associated to communicative acts, so that no relevant information can
be actually inferred by the agent interaction history. We suppose that reception
of communicative acts and their processing by the internal machinery are de-
coupled. We define O = Ic*: at any time, the observable status only contains
the sequence of input acts received but not yet processed (namely, the queue of
incoming requests). Internal events are of two kinds: (i) get represents a request
for the internal machinery to consume the next input act, and (7)) send(oc), rep-
resents the internal machinery producing the output act oc to be sent. Updates
are terms pre(ic), communicating to the internal machinery the new act to be
processed.

So, the operational semantics of our ACL is simply defined by the three rules:

. x> Lly>loe .. % - % . getopre(ic)o Lo, . %« . s send(oc)oLlyooc -
it ————5p icic*  ictic ———— o et it —————————p ic



They respectively represents how (%) an incoming act is put in the queue, (i)
event get causes the first message of the queue to be processed, and (7ii) event
send(oc) causes oc to be sent out.

5.2 Modeling feasibility preconditions

In FIPA ACL semantics, some FPs and REs are associated to any communicative
act. However, REs are not mandatory for the receiver: they can be just used by
the sender so as to hypothesise the effect of sending a message, which is used to
generally figure out plans to achieve goals. On the other hand, an agent can emit
an act only if its feasibility preconditions are satisfied. We model this behaviour
by considering O = Ic* x Oc x M as a triple respectively containing the queue
of input acts to be processed, the (multi-)set of output acts whose FPs are
currently satisfied, and the state M based on which FPs are calculated (e.g.
the mental state in FIPA ACL semantics). We suppose function fp € M +— Oc
takes elements in M and yields the set of allowed output acts. Internal events
are now of three kinds: besides events get and send(oc) as in previous case,
event move(m') represents the state M of the agent changing to new value m’
— modeling e.g. a belief update. Then, we also add to prc(ic) the new kind of
update fea(oc), used to communicate to the internal machinery the output acts
whose feasibility preconditions are satisfied.

Operational semantics is built so that function fp is computed each time

component M changes, that is:
e ic> Ly Loe D e
(ic*, 0¢,m) ————2% ¢ (ic; ic*,0¢, m)
L w e getopre(ic)oLoe ok —
{ic*;ic, 0¢, m) —————— (ic*,0¢, m)
e — move(m')ofea(fp(m’'))oLo. .
(ic*,oc, m) yo (ic*, fp(m'),m')
send(oc)oLyooc

(ic*, oc|oc, m) o (ic*, oc|oc, m)

The former two rules are analogous to the previous case. The third rule represents
the agent proactively updating its state M, by which feasibility preconditions
are recomputed affecting the set of admissible output acts. The fourth rule de-
scribes the agent proactively sending one of the output events whose feasibility
preconditions are satisfied.

5.3 On rational effects

Whereas FIPA ACL semantics promotes full autonomy for agents, and so it
mandates no REs to their communicative acts, here it is interesting to consider
also the case where an agent processing a message cause some REs to be applied.
First of all, a function re € M x Ic — M has to be defined that takes the current
state M and the input act to be processed, and yields the new state M after
applying the act’s REs. The proactive action corresponding to the processing of
a new input act is then of the kind:

) getopre(ic)oLloe
%

(ic*;ic,0C, m o (ic*,0¢,re(m, ic))



both consuming act ic and applying its rational effect to state M.

5.4 Conversation-based Semantics

As discussed in [15], one of the main drawbacks of current semantics of FIPA
ACL is its lack of the concept of conversation protocol. Indeed, agents can co-
operate by exploiting well-defined interaction protocols, where a statically fixed
sequence of communicative acts has to be realised in order to achieve the in-
tended aim — for instance, negotiating an auction. Whereas FIPA ACL includes
protocol-oriented performatives, the burden of setting up the proper interac-
tions protocols is left unspecified: the corresponding management is meant to be
conceptually located within the internal machinery.

In our framework, we can add the notion of a conversation to the semantics
of communicative acts, by taking it into account in the specification of an agent
core. Formal details are omitted here for brevity, whereas only the basic intuition
about the idea is provided.

An interaction protocol can be considered as a sequence of communicative
acts; at a given time an agent can participate to a number of such protocols.
A conversation is an instance of a protocol, keeping track of the communica-
tive acts already occurred: the agent core can be designed so as to store all the
information about the conversations the agent is participating on. As a result,
the requirements an agent has to satisfy in order to participate to a protocol —
in terms of the allowed sequence of communicative acts — can be directly rep-
resented in the agent core. By moving this specification from the agent internal
machinery to agent core, the task of ensuring compliance of a conversation with
respect to a protocol is generally facilitated.

5.5 From specification to implementation

The specification of an ACL semantics provided by our framework enjoy a very
appealing property: it allows the automatic generation of a wrapper agent com-
plying with the semantics. > This wrapper has eventually to be completed with
an implementation of the actual agent internal behaviour, which can be built
using any architecture and implementation technique. For instance, the wrapper
may actually hides a an internal BDI machinery, constraining its deliberation
process.

Our framework can be fruitfully applied also when the internal behaviour is
not implemented by the BDI framework, but for instance through a simple active
object implementing a daemon agent. In spite of its simplicity, our wrapper would
make this agent cooperate with existing, possibly smart agents in a compliant
way with respect to the ACL semantics, thus enjoying the services these agents
may be able to offer. In the case of legacy systems, on the other hand, the
compliant wrapper may be used as a proper interface for the cooperation with

® Notice that transition system semantics are well recognised as suitable tools for
directly leading to implementations, in that their specification is operational.



other agents of the MAS, while only an intermediate part remains to be designed
to fill the gap between the wrapper and the legacy system.

6 Conclusions

In this paper we study an approach to the semantics of ACLs based on transi-
tions systems, which we refer to as the operational specification of ACLs. By our
framework, we mean to strengthen the cooperation of agents built over different
actual architectures: in particular, our aim here is to allow simple agents of a
MAS to benefit from the cooperation with smart agents — e.g. implementing
intelligent behaviour through a BDI framework. In particular, our approach fo-
cuses on the interactive behaviour of agents and abstracts away from the concept
of mental state on which most existing ACLs are based

The framework provided here is a generalisation of the approach presented in
[18], which is based on the observation framework for agents [17]. There, instead
of describing the issue of ACL semantics in general as developed here, a partic-
ular abstract architecture is provided based on an ontology for the observation
issue. This abstract architecture is claimed to be more widely applicabile to dif-
ferent agent actual architectures, because it captures the very notion of agent
interaction with the environment, and the idea of an agent allowing its status
to be observed and altered from other entities. On the other hand, the gener-
alised framework presented here simply sticks to idea of grey-box specifications
for agents, so it better allows to foster comparison with existing ACL semantics.

One of the main future works of this research is trying to adopt the typical
proof techniques for process algebras — which exploit transition systems seman-
tics — to the domain of ACLs, providing relevant tools by which designers can
enforce semantics interoperability in multi-agent systems.
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